
Deep Learning in NLP
Homework 5 (OPTIONAL)

Solution to be sent to waszczuk@phil.hhu.de and cwurm@phil.hhu.de by 7.12.2020
(included, i.e. can be sent till Monday in the evening). It is allowed to do the homework
in groups (max. 3 persons per group). Please specify in the email (or in an accompanying
README) the authors of the solution.
The archive file with one Python file per exercise (ex1.py, ex2.py, . . . ) can be found
on the course’s website. The missing pieces in the code are marked with TODO. Please
do not modify the docstring tests, nor the sample datasets refered from the docstrings,
they will be used for evaluation. The solution sent by email should have the same form:
it should be a zip archive file with the same number of Python files, having the same
names: ex1.py, ex2.py, . . . .1 In case the original code contains additional modules
required to complete the homework (e.g. utils.py, data.py, etc.), please include them
in your submission.

Evaluation
Unless specified otherwise, the following command will be used to check the solutions:

python -m doctest ex1.py

Similarly for the other exercises. The solutions which pass all the tests will be considered
as correct.2

Exercise 1
Implement a function which, given a training and a developmenet data sets, calculates
the set of out-of-vocabulary (OOV) words in the development set w.r.t. the training set.
Both data sets have the form of a list of input/output pairs, where input is a list of
words, and output is a list of POS tags. A word is considered out-of-vocabulary if it
does not occur in any of the input sentences of the training set. See ex1.py for more
examples of how this function should behave.

1In case you do not provide a solution for a particular exercise, no need to include it in the archive.
2However, we reserve the right to count solutions with significant issues in the code as merely „accept-
able”, even when all tests pass.
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Exercise 2
Design and implement a neural module (instance of nn.Module) which, given a (vector)
tensor of word indices (e.g., a result of encoding a list of words), replaces each input
index by a special index ix with some pre-determined probability p. More precisely, for
each position in the input vector, the corresponding value should be replaced with ix
with probability p, and should remain intact with probabilty 1−p. Both ix and p should
constitute hyper-parameters of the module.
The replacement behavior should be only activated in the training mode. In the

evaluation mode, the module should behave as an identity function, i.e. it should return
the input vector as is, without modifying its values in any way. See the doctests in
ex2.py for a summary of the properties that this module should satisfy.
Warning: The input tensor should not be modified in-place, rather a new tensor which
satisfies the specification above should be returned. Otherwise, the tests will not pass!
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https://github.com/kawu/hhu-dl-materials-2020/tree/main/modules#evaluation-mode

